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MISD Deliverable 2.1:
Task Scheduling for Sustainable Data Centers

Abstract—As cloud adoption and data-processing demands
continue to rise, data centers (DCs) have become a cornerstone
of the modern digital economy. However, with pressing need to
decrease the environmental footprint of digital infrastructures, it
is paramount to design and operate computing infrastructures
sustainably. In this paper, we overview the recent studies on DC
workload scheduling to decrease the environmental footprint of
DCs. As current indicators, such as power usage effectiveness,
have several limitations, other sustainability metrics need to
be considered in data center operations such as for workload
scheduling. After an overview of sustainability metrics in the
literature, we present key properties that characterize work-
loads and are relevant in workload scheduling decisions. After
presenting a high-level overview of the workload scheduler’s
functional components, we provide a review of the state-of-the-art
on workload schedulers designed for increasing the sustainability
of data centers. Given the growth of artificial intelligence (AI)
workloads, we also provide sustainability metrics and workload
shifting designed for AI as it becomes the key workload in data
centers. Finally, we list potential research directions and research
challenges for adoption and development of more sustainable
scheduling solutions.

Index Terms—data center sustainability, workload scheduling,
temporal and spatial shifting, sustainability metrics.

I. INTRODUCTION

ITH the rapid advancement of digital transformation,
data centers (DC) have become the backbone of mod-
ern computing, supporting a variety of services such as big
data analytics and recently emerging artificial intelligence (AI)
applications. However, this growing dependence brings chal-
lenges such as increased energy consumption, carbon emis-
sions, and grid congestion. DCs are estimated to account for
about 1-2% of global electricity consumption and contribute
approximately 0.4-0.75% of worldwide carbon emissions [|1f].
A recent study [2] estimates that the DCs in Europe accounted
for 0.4-18% across the studied 27 countries, Ireland having
the highest value. With the already-observed growth and
anticipated adoption of generative Al and Large Language
Models (LLMs), optimizing DCs for sustainability and energy
consumption becomes more essential [3[]. To address these
concerns, the focus of current research has shifted towards
sustainable DCs that aim to enhance energy efficiency, reduce
carbon footprints, and minimize environmental impact.
While there are various directions to improve DC sus-
tainabilityﬂ such as integrating renewable energy sources,
optimizing cooling systems, extending hardware lifespan, and
implementing energy-efficient computing techniques, one way
to make DCs more sustainable is to leverage computing
resources across different infrastructures from edge DCs to

I'While sustainability has multiple dimensions, such as economic and social,
we refer to environmental sustainability throughout the paper.

large cloud facilities to exploit the most sustainable times or
locations for computation. According to [3]], servers account
for the largest fraction of power use at a DC and the relative
growth is the largest over the last decade compared to other
power consumption components such as cooling or storage.
Hence, our focus in this work is on computation, in particular
on workload scheduling.

While there is an extensive body of work on energy-efficient
workload scheduling for a single DC or a DC network,
sustainability-centric approaches have recently started to gain
attraction. For example, recent studies such as Radanovic et
al. [4] and Hanafy et al. [5] go beyond energy-efficiency
centric scheduling by accounting for carbon emissions caused
by associated computation. Despite this progress and growing
interest, there remains various challenges toward ensuring
sustainable workload scheduling. First, recent studies and
progress in sustainable computing emphasize the need for new
metrics such as carbon usage effectiveness that go beyond
traditional power and energy consumption to evaluate sustain-
ability [|6]. Second, the cost of communication among DCs for
spatial workload shifting is largely neglected in prior works
such as [7]]. Leveraging the computing resources in the edge-
cloud continuum can introduce not only performance benefits
such as reduced latency but can also improve sustainability
by decreasing transmission overhead or exploiting regions with
cleaner electricity resources. However, it is not straightforward
to determine when, where, and with which resources work-
loads should be executed without an accurate understanding
of the environmental cost of computing and communications
networks. Third, with the emergence of new workloads such
as federated learning or generative Al, workload schedulers
typically designed for ensuring delay requirements need to
incorporate new requirements of these emerging workloads,
such as data locality or high bandwidth requirements. Finally,
recent reports [3] indicate that grid-oblivious operation of DCs
might lead to further stress in the energy grid which might
result in blackouts. Therefore, workload schedulers must be
adaptive to the grid conditions.

In this context, the rest of this paper is structured as
follows. Section [ discusses various metrics used to eval-
uate DC sustainability. Section [[TI] describes the computing
paradigms covering edge and cloud computing. Section [V] ex-
plores workload characteristics that affect system performance
and resource management while Section [IV] provides a brief
overview of power consumption models commonly-used in
the literature for calculating computation’s carbon emissions.
Next, Section [VI] presents a high-level overview of functional
components of workload schedulers while Section [VII]reviews
the state-of-the-art workload scheduling strategies introduced
for improving operational sustainability of the data centers.



Section [VIT] highlights open challenges and promising direc-
tions for future research, aiming to encourage further explo-
ration in this field. Finally, Section presents concluding
remarks, summarizing key findings.

II. DC SUSTAINABILITY METRICS

Sustainability metrics that capture the environmental impact
of a DC are essential for determining the most sustainable
scheduling schemes. Over the years, numerous DC sustain-
ability metrics have been proposed and studied [8], [9]. In
this work, we present a non-exhaustive list of DC sustain-
ability metrics that are useful for assessing the sustainability
of scheduling schemes. More specifically, we present some
classical energy consumption-related metrics at an infrastruc-
ture level, as well as some recently proposed service/job-
level metrics. We organize them into three categories: energy
efficiency metrics, carbon footprint metrics, and Al sustain-
ability metrics. Additionally, for each metric, we identify its
corresponding level (service or infrastructure) and objective,
as summarized in Table [

A. Energy Efficiency Metrics

Energy efficiency metrics quantify how effectively a system
converts consumed energy into useful output. These metrics
help quantify energy consumption in DCs, identify inefficien-
cies, and guide improvements in energy management. The
most widely used metrics in this category include power usage
effectiveness (PUE), DC infrastructure efficiency (DCiE), and
water usage effectiveness (WUE).

1) Power usage effectiveness (PUE): PUE is a key metric
for assessing DC energy efficiency [9], [[10] and is calculated
as the ratio of total facility energy consumption to the energy
consumed solely by IT equipment such as servers, storage,
and networking devices. Total energy consumption includes
IT hardware, cooling, lighting, and power distribution losses.
Consequently, a lower PUE indicates better efficiency, with a
value of 1 being optimal.

2) Data center infrastructure efficiency (DCiIE): DCIiE is
the inverse of the PUE and quantifies the percentage of total
power used by IT equipment [[11]], [[12]. Since DCiE is just the
mathematical inverse of PUE, it inherently shares the same
limitations. For instance, while improving resource manage-
ment strategies or cooling techniques can lower PUE leading to
higher energy use efficiency, PUE does not distinguish energy
sources or consider IT equipment aging [13]. Moreover, it
assesses a DC in isolation without factoring in the interactions
between DCs, e.g., an increased power consumption at a site
might help lowering the carbon emission at another compute
site.

3) Water usage effectiveness (WUE): WUE quantifies how
efficiently water is used in DCs, which is particularly im-
portant in regions with limited water resources [14]. WUE
is calculated as the ratio of total annual water consumption
to IT equipment energy consumption, expressed in liters per
kilowatt-hour (L/kWh). While WUE is essential to understand
the water footprint of a data center, especially in regions
with water stress, it should be used in combination with

other metrics to provide a more comprehensive view of the
environmental impact of a DC.

B. Carbon Footprint Metrics

The carbon footprint of a DC represents the total carbon
emissions caused by a DC. Several factors influence a DC’s
carbon footprint, including the energy sources powering the
DC’s infrastructure, the efficiency of the cooling systems,
and how IT equipment is managed throughout its lifecy-
cle [[15]. Carbon emissions are usually expressed as COs-
equivalent (COqe) to capture the global warming potential
of greenhouse gases, including CO5 and methane. The GHG
protocol identifies three categories of carbon emissions [16]:
Scope 1 emissions (referred to as direct emissions from
owned sources), Scope 2 emissions (referred as to as in-
direct emissions associated with purchased electricity), and
Scope 3 emissions (all other indirect emissions in the sup-
ply chain, including embodied carbon associated with device
supply and manufacturing, sourced materials for software
input, and/or the carbon footprint of construction). In this
section, we present key metrics related to carbon footprint
in two classes: (i) DC-centric metrics such as carbon us-
age effectiveness (CUE), renewable energy utilization (REU),
and workload goodput/COqe, and (ii) service-centric metrics
such as software carbon intensity (SCI), job sustainability
costs (JSC), amortized sustainability costs (ASC), sustainabil-
ity cost rate (SCR), and job quality per cost rate (JQCR).
While the former aims at assessing the DC as a whole, the
latter focuses on the services individually.

1) Carbon usage effectiveness (CUE): CUE quantifies the
amount of carbon emissions produced for each unit of energy
consumed by a DC [9]. For a DC with total emissions
measured in kgs of CO2 equivalent Cy. and IT equipments
energy consumption denoted by Ejr in kWh, CUE is simply
Cyc/Err. Integrating on-site renewable energy significantly
improves CUE, particularly in areas where grid electricity
has a high carbon intensity (CI) representing the carbon
dioxide equivalent (COse) emission per unit energy pro-
duced (kWh) [17].

2) Renewable energy utilization (REU): REU quantifies
the proportion of a DC’s total energy supply that comes
from renewable sources such as wind, solar, and hydroelectric
power. Increasing this share helps DCs to significantly reduce
their carbon footprint [[18]], [[19].

3) Workload goodput/COse: Workload goodput/COqe is
defined as the ratio of goodput completed by the system to
COqe emissions, measured in tons [20]]. The following two
metrics assess the service sustainability rather than the whole
DC’s sustainability.

4) Software carbon intensity (SCI): SCI quantifies the
environmental impact of running a software in terms of COqe
emissions per unit of computational work. SCI is calculated

as follows: Hx PUE x I
sop = 2 XU E XL = aky (1)

where the numerator represents the total emissions caused
by power consumption of the data center attributed to a



TABLE I
SUSTAINABILITY METRICS FOR DATA CENTERS

Metric Level Measurement Objective | Optimal | Unit

PUE Infrastructure | Ratio of total facility power to IT power Minimize 1 Ratio

DCIiE Infrastructure | Ratio of IT power to total facility power Maximize 100 %

WUE Infrastructure | Water usage per unit of IT energy Minimize 0 L/kWh

CUE Infrastructure | CO2 emissions per unit of IT energy Minimize 0 kgCO2e/kWh
REU Infrastructure | Percentage of energy from renewable sources Maximize 100 %
Goodput/CO2e | Mixed Useful computational work per gCOze emitted Maximize [e'¢) jobs/gCO2e
SCI Service CO2 emissions per software-level output Minimize 0 gCO2ze/output unit
JSC Service CO2 emissions attributed to a specific job Minimize 0 gCO2e

ASC Service Total sustainability cost of executing a job Minimize 0 gCO2e

SCR Service Sustainability cost incurred per unit time Minimize 0 gCO2ze/sec
JQCR Service Job quality or performance per sustainability cost Maximize o0 rate/gCOze
EPC - Embodied carbon from model/data/software creation Minimize 0 gCO2e

Jsce Service Expanded job sustainability cost incl. platform and EPC Minimize 0 gCO2e

ASC*® Service Amortized sustainability cost incl. embodied software cost | Minimize 0 gCO2e

particular software (H) at a data center with power usage
effectiveness PUE and carbon intensity /. The denominator
R represents the functional output or service provided by the
software. In (I), H denotes the energy (kWh) consumed by IT
hardware to execute the software, excluding hardware related
to cooling or other facility energy, which are added using
the PUE factor. By providing a quantitative assessment of
the environmental impact of software, SCI aims at guiding
software developers to practices that can decrease the carbon
emissions caused by their software, e.g., from the use of
certain programming languages to deployment of their services
in a cloud provider with higher sustainability. SCI can also
be leveraged by cloud operators to develop new business
models that encourage higher software sustainability, e.g., by
providing more favorable cost offerings to their customers.
While SCI provides insights into emissions per functional unit,
a better understanding of how much of the power consumption
at a DC can be attributed to a particular software service is
necessary.

5) Job sustainability cost (JSC): Another service level
metric is JSC, which quantifies CO.e emissions associated
with executing a computational job and computed using the
energy consumption due to computation and carbon intensity
of the energy source [14].

6) Amortized sustainability costs (ASC): ASC accounts for
the long-term environmental and operational costs associated
with running a computational job, by incorporating both direct
and indirect environmental costs [[13]. ASC expresses the
total sustainability-related costs, including JSC and embodied
costs from manufacturing, maintenance, and disposal of IT
equipment, distributed over the expected operational lifetime
of the computational task [21]].

7) Sustainability cost rate (SCR): SCR quantifies the sus-
tainability costs incurred per unit of time while executing a
computational job. This rate can be calculated by taking the
average of either the JSC or the ASC. The average can be
taken over short time periods, like at specific moments, or over
the entire time the job runs. [13]. A lower SCR indicates a
more efficient and environmentally sustainable computational
process.

8) Job quality per cost rate (JOCR): JQCR integrates ser-
vice quality with sustainability considerations. It evaluates the

balance between quality of service (QoS) and the associated
sustainability cost [[13]. More formally, it is calculated as:
WOSMXJSC' In this equation, ElapsedTime is the total
duration of the job execution. A higher JQCR indicates better
service quality with lower sustainability costs, making it a
suitable metric for balancing performance and environmental

impact.

C. Al Sustainability Metrics

As generative Al and LLM-based solutions gain mainstream
traction, accurately assessing the environmental impact of
such applications becomes crucial. In order to provide an
accurate sustainability metric capable of holistically capturing
the environmental cost of Al, in [22], the authors introduce
the concept of embodied product emission (EPC) and extend
the previously introduced job sustainability cost metrics (JCS
and ASC) to account for the job execution context.

1) Embodied product emission (EPC): As defined in [22],
EPC quantifies the upfront development cost of a software
product, i.e., it is calculated as the carbon footprint embedded
in the creation of the software. In the context of Al, this in-
cludes the preparation of the datasets and the training process,
which are essential steps while assessing the environmental
impact of an Al application. More precisely, the EPC is defined
as the summation of all ASCs of all the jobs associated with
the creation of the software product.

2) Expanded job sustainability cost (JSC¢): JSC® extends
the standard job sustainability cost to encompass not only the
direct operational emissions and hardware embodied emissions
but also emissions from the software product environment on
which the job executes [22]. In the context of Al, this would
mean a task (e.g., an inference task), it not just accounts
for its own runtime emissions but also acquires some of the
emissions from supporting platforms (e.g., serverless execution
platforms), as well as the underlying model or dataset used.
Formally, JSC® consists of: (i) operational carbon emissions
of the job, (ii) a portion of carbon emissions of the ongoing
operation of the execution platform (e.g., orchestration levels,
management services), and (iii) a portion of the EPC of the
Al model or software infrastructure used by the job.

3) Expanded amortized sustainability cost (ASC¢): ASC*®
subsequently extends JSC® by incorporating the amortized em-



bodied emissions of physical systems and software resources
utilized for job execution [22]. This includes the embodied
carbon associated with Al models (training, distillation, and
fine-tuning), data sets (data curation and preparation), and
any software platform. ASC® distributes these embodied costs
proportionally to the anticipated lifetime and usage volume of
the software or hardware assets per job.

III. COMPUTING INFRASTRUCTURE: EDGE, CLOUD, AND
THE EDGE-CLOUD CONTINUUM

The growing need for efficient and sustainable data pro-
cessing has driven the development of edge, cloud, and edge-
cloud DC architectures. This section examines the sustainabil-
ity implications of edge, cloud, and hybrid edge-cloud DC
orchestration, focusing on their advantages, challenges, and
strategies to improve environmental efficiency.

The edge computing paradigm entails processing data closer
to its source, reducing delays and decreasing bandwidth usage,
and offering typically enhanced privacy and higher resilience.
This approach is especially useful for real-time applications,
including IoT, autonomous vehicles, and real-time analytics.
By reducing the need to send data to centralized cloud
servers, edge computing can also lower energy consumption
and carbon emissions [23]]. While edge computing extends
to the computing on the edge, aka on-device computing, in
the context of data centers, it typically refers to computing at
micro-DCs or so-called edge DCs. While the interpretation of
“edge” is broad, e.g., edge of a cellular network [24] or an end
device, according to the EU Edge Observatory, a compute node
which can provide latencies below 20 milliseconds is referred
to as an edge nodeEl

Edge DCs are distributed compute units placed near users
and data sources. They process and store data locally, reducing
latency and improving application responsiveness. On the
other hand, cloud DCs are large, centralized facilities that
provide scalable computing, storage, and networking services
over the internet. Edge DCs are often customized to serve
their customers in an energy-efficient manner and can run
on renewable energy sources, providing a more sustainable
option than large-scale DCs [26]-[28]]. Studies such as [23]]
show that edge computing can reduce CO, emissions by
up to 50% compared to cloud-based models. However, a
key issue is resource limitations, as edge facilities usually
have less processing power and storage capacity than large
cloud DCs, which can make handling complex workloads
difficult. Managing a distributed edge DC network also brings
operational challenges, such as system updates, maintenance,
and ensuring consistent performance across different locations.
Addressing these challenges requires advanced management
strategies to fully utilize the benefits of edge computing.
Mainly due to the latency benefits, e.g., a few milliseconds
access time from the user, the European Commission in its
Digital Decade agenda sets a target of 10,000 climate neutral
and highly secure edge nodes to be deployed by 2030 [24].

Cloud computing relies on centralized DCs for processing
and storage. A major advantage of cloud DCs is their scala-

Zhttps://digital-strategy.ec.europa.eu/en/policies/edge-observatory.

bility. These facilities can adjust resources based on demand,
making them ideal for applications with fluctuating workloads.
Another benefit is cost efficiency, as cloud providers use
economies of scale to offer computing resources at lower
costs than smaller DCs. Additionally, cloud DCs incorporate
advanced cooling technologies, such as air-side and water-
side economization, to improve energy efficiency and reduce
power consumption. However, a key issue is high energy
consumption of cloud DCs, which contributes to greenhouse
gas emissions and increases pressure on power grids, espe-
cially in regions that depend on fossil fuels. Water usage
is another concern, as some cooling methods require large
amounts of water, raising sustainability issues in areas facing
water shortages.

Combining the advantages of both the edge and cloud
computing paradigms, sustainable computing infrastructures
should leverage available resources in the edge-cloud contin-
uum. As workloads have different resource and performance
requirements, e.g., latency, privacy, and locality requirements,
a workload management scheme needs to exploit resources in
the continuum accommodating diverse service requirements
and optimizing for the sustainability indicators. As advocated
in [29]], ensuring the sustainability of the edge-cloud con-
tinuum requires considering sustainability metrics and best
sustainability practices in each layer of the protocol stack from
the physical layer to the application later and to the regulations
and citizen’s digital consumption behavior.

IV. POWER CONSUMPTION MODELS FOR A DATA CENTER

Datacenter operational carbon emissions are calculated as
a multiplication of the total power consumption of the data
center and the carbon intensity of the associated electricity
sources. While the carbon intensity is usually predicted based
on the location and time of the computation utilizing data
sources such as ElectricityMaps [30] and prediction models
such as CarbonCast [31f], total power consumption encom-
passes power consumption due to the IT equipment and addi-
tional consumption resulting from cooling infrastructure such
as chillers and computer room air conditioning (CRAC) units,
heating, ventilation, and air conditioning (HVAC) systems,
lighting, and other ancillary power losses arising from unin-
terruptible power supply (UPS) inefficiencies and distribution
losses. In most assessments, these non-IT power consumption
components are consolidated into the PUE. When it comes
to the models for IT equipment, typically compute power is
considered as the most dominant component and networking
overhead within and among data centers (e.g., in case of spatial
shifting) is largely overlooked.

Table [M] categorizes six types of CPU power consumption
models alongside their corresponding formulations [32], [33]].
These six categories are as follows. Utilization-based closed-
Jorm models use predefined analytical equations to estimate
power consumption solely from CPU utilization, assuming a
fixed idle power and a linear increase up to the peak load.
This is the most widely used model for calculating the com-
putational power consumption. However, due to its simplicity,
other models, such as regression models, are employed. Inter-
polation models refine the closed-form approach by applying
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Fig. 1. Workload characterization: adopted from [25].

piecewise linear interpolation between measured CPU-power
points, improving estimation accuracy within known operating
ranges while remaining lightweight and easy to implement.
Polynomial regression models extend simple linear assump-
tions by fitting higher-order polynomials to CPU utilization
data, capturing non-linear CPU-power relationships more pre-
cisely through regression coefficients derived from empirical
measurements. Multi-variable linear regression models incor-
porate additional system-level indicators—such as memory
usage, disk I/O, cache misses, and CPU frequency—assuming
a linear relationship between these features and total power
consumption to represent workload behavior more realistically.
Finally, multi-variable non-linear regression models build on
multi-variable linear forms by adding polynomial expansions
or regularization terms to capture more complex, non-linear
interactions among multiple system metrics, enhancing robust-
ness and accuracy for diverse workloads. Finally, ML-based
models employ advanced data-driven models to learn highly
non-linear mappings between multiple hardware counters,
workload characteristics, and power consumption. Techniques
such as artificial neural networks, support vector regression,
and ensemble methods like Random Forest typically offer the
highest prediction accuracy but require sufficient training data
and computational resources.

While the power models discussed in this section primarily
focus on CPU-based servers and general-purpose comput-
ing, in contemporary ML workflows, DNN training is pre-
dominantly GPU-driven, with GPUs accounting for approxi-
mately 70% of the total energy consumed during the training
phase [34]]. Factors affecting GPU power consumption include
workload characteristics such as the number of instructions
and memory accesses [34].Stochastic factors inherent in DNN
training processes, including random weight initialization and
data shuffling, further introduce variability in power usage.
Collectively, these challenges highlight the importance of de-
veloping systematic and adaptive strategies to balance energy
efficiency with model performance in GPU-accelerated learn-
ing environments. Recent studies predicting GPU power con-
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TABLE II
CPU POWER CONSUMPTION MODELS AND THEIR MATHEMATICAL
FORMULATIONS
Category Mathematical Formulation
CPU-based Closed-Form | P = Prin + Ucpu (Pmaz —
Models Prin)
CPU-based Interpola- | P = P, + (uepu—u1)(P2—P1) ”7“1_)“327131)
X (uz—u1)
tion
CPU-based Polynomial | P = a + Siucpu + Bgugpu +
Regression ﬂ3u§.pu
Multi-Variable Linear | P = o+ >.%_, 8iq;
Regression
Multi-Variable Non- | P=a+>, iz +) Bijz? +
Linear Regression ...+ LASSO regularization
ML-Based P = f(X) (learned non-linear
mapping)

sumption can be categorized into two as counter-based models
and models driven from simulations [35]. The first category
leverages hardware performance counters to collect detailed
data on GPU operation metrics. By monitoring indicators such
as execution time, memory access patterns, and other low-
level statistics, these models establish correlations between
runtime behavior and power consumption [36]. Simulator-
based models estimate power consumption by simulating GPU
operations based on theoretical performance parameters and
anticipated workload characteristics.

V. WORKLOAD CHARACTERISTICS

For a workload scheduler to optimally allocate the avail-
able compute and communication resources among the re-
ceived requests, it is essential to understand the workload
characteristics, e.g., resource requirements, request patterns.
Inspired from the taxonomy presented by Albers et al. [25]],
we introduce the following key properties to characterize the
workloads: delay tolerance, application architecture, request
pattern, resource requirements, compliance requirements, and
state. For a more comprehensive overview of workload mod-
eling, we refer the reader to [37].



e Delay tolerance: DC workloads can be categorized into
three based on their delay-tolerance: real-time, near-real-
time and non-real-time workloads in increasing order of
delay tolerance. Real-time workloads are delay-sensitive,
such as web applications and transaction processing, and
thereby requiring immediate response and high availabil-
ity. Near-real-time workloads require responsiveness but
not at the level of real-time workloads. Finally, non-real-
time workloads are delay-tolerant workloads such as data
processing and backup operations, and they are executed
flexibly without strict deadlines [38].

o Application architecture: Workloads can be monolithic
and executed as a single task, or they can consist of mul-
tiple tasks with dependencies represented as a directed
acyclic graph (DAG). In scheduling, these dependencies
must be considered and could be leveraged to speed
up the workload completion, e.g., parallel execution of
independent tasks [39].

Request pattern: From where and at what time instances
a request is received for a service is also important
to determine where workloads should be deployed. A
request pattern has various aspects: geographical distribu-
tion, variability, and timespan. Geographical distribution
represents the locations where the request for a service
is generated. Some services have a user base that can
be geographically distributed whereas others might be
localized. The locations of the request originators can be
leveraged to minimize delay or decrease communication
overheads by executing the workloads closer to the ori-
gins of the requests. Variability refers to changes in re-
source demand due to user activity patterns, traffic spikes,
maintenance, or unpredictable events. These fluctuations
impact resource planning, requiring adaptive management
to handle peaks efficiently while avoiding performance
degradation and resource wastage [40|]. Finally, the times-
pan of the requests can be in three categories: periodical
requests, such as regular data processing operations, con-
tinuous requests, such as stream processing, and one-time
requests such as batch processes or one-time machine
learning training. One time or periodic workloads can
also be categorized according to their duration as short
and long workloads [41]].

Resource requirements: Resource requirements define
the computational and infrastructure needs, including
CPU, memory, storage, and network bandwidth. High-
Performance Computing (HPC) demands substantial CPU
and memory, while data-intensive applications require
significant storage and network throughput [38[], [42].
Some workloads exhibit a high level of predictability
of their future resource demands based on past data.
Predictable workloads enable proactive resource manage-
ment, reducing idle time and inefficiencies. Unpredictable
workloads require real-time scheduling adjustments [38]].
Compliance requirements: In addition to resource require-
ments, workloads might assert restrictions on locations
of processing due to regulatory requirements or business
preferences. For example, due to standards like GDPR

and HIPAA I’ﬂ a workload can be executed only in a cer-
tain legislative domain, e.g., Europe or within a country.
Similarly, reliability requirements might be asserted for
ensuring highly resilient services, e.g., in the financial
sector.

o State: Workloads might be stateful or stateless. The
former involves recording of the application’s state in a
persistent storage, e.g., for resuming after pausing the
execution. Stateless workloads do not retain any context
or state informationﬂ Interruptible workloads, such as
data analysis, allow flexibility, while real-time transac-
tions might require uninterrupted execution [38].

VI. WORKLOAD SCHEDULER FUNCTIONAL COMPONENTS

Fig. 2] depicts a high-level overview of the workload sched-
uler with its key components and inputs it takes. Workload
scheduler determines for each workload initiated by an
arriving request the time and location of processing and the
resources allocated for this workload (depicted as the output
Schedule of Workload Scheduler in Fig. [2). The schedule
is determined by the Optimizer based on the state of the
infrastructure (e.g., available resources in the edge-cloud con-
tinuum), workload characteristics, regulations, external data
on the operational conditions and environment (e,g., carbon
intensity of the grid, weather predictions), and its objective(s).
Optimizer might be triggered upon arrival of each request
or can be operating in a periodic manner (e.g., every minute or
hour). The schedule decision could be for a limited time period
(e.g., in case of schedulers working in a periodic manner) or
can be done once per workload. While the former facilitates
adapting the decisions to dynamics of the system (e.g., new
requests arriving, capacity changes due to failures, or adjusted
forecasts), the latter presents a lower scheduling overhead.

Optimizer ensures that the objective(s) of operation is
satisfied, e.g., minimizing the environmental impact based
on the sustainability metrics introduced in Sec. [l while
ensuring that its operational constraints are met. Objective
function expresses the key performance indicators driven
by the business (e.g., profit) and sustainability goals (e.g.,
carbon emissions). Constraints emerge due to phys-
ical conditions (e.g., resource constraints such as total
available compute resources), workload SLAs, regulations,
and business preferences. The Data processing and
forecasting component feeds Optimizer with neces-
sary context on the current operation environment and future
states (e.g., forecast on expected load or carbon intensity).
This block leverages both external data (e.g., water
intensity) and data from Telemetry and Monitoring
system, which provides statistics on the state and performance
of the infrastructure and services.

Next, we present a review of the workload schedulers that
aim at improving the sustainability of data centers. While our
key focus is on Optimizer, we refer to other components,

3HIPAA: the Health Insurance Portability and Accountability Act provides
guidelines on the safeguarding of electronic health data https://www.hhs.gov/
hipaa.

*https://www.redhat.com/en/topics/cloud-native-apps/stateful-vs-stateless.
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Fig. 2. Workload scheduler overview with key input and components.

where relevant, to highlight the key aspects of each scheduler
and its novelty.

VII. STATE-OF-THE-ART REVIEW ON WORKLOAD
SCHEDULING FOR SUSTAINABLE DATA CENTERS

The growing need for sustainable DC operations has led to
the development of workload scheduling strategies that focus
on reducing energy consumption and carbon emissions. These
strategies adjust time, location, and allocated resources (e.g.,
compute type, cycles, communications capacity for spatial
shifting) to process workloads. Temporal and spatial workload
shifting are two key methods used in this effort. Temporal
workload shifting adjusts starting time of tasks based on en-
ergy availability and carbon intensity of the associated energy
sources at a particular time, while spatial workload shifting
distributes workloads across different DCs exploiting favorable
locations, e.g., with lower carbon intensity or lower water
stress. For temporal workload shifting, a major limitation is
that not all workloads can be shifted. Interactive workloads that
require immediate processing cannot be delayed, restricting
the applicability of this strategy [43]]. While temporal shifting
introduces directly delay in executing the workload, spatial
shifting might indirectly lead to delayed execution due to data
transmission delay from one DC to another. Moreover, spatial
shifting presents traffic overheads due to moving the workload
and its associated input data which can be significant, e.g.,
big data processing or ML training with large data sets. By
integrating both temporal and spatial workload shifting, DCs
can further enhance sustainability by optimizing workload
distribution based on both time and location while keeping
a balance between the trade-offs and associated sustainability
gains [44]. Next, we review some of the recent studies in the
literature.

Carbon-aware load shifting: The body of research on
carbon-aware computing has recently been growing, e.g., [[7]],
[41], [45]-[48]]. We categorize them into two as temporal and
spatial load shifting. Some studies, such as [48] consider also
shifting spatiotemporally.

Studies on temporal shifting include [7]], [41], [47], [49],
[50]. Motivated by the need for pausing the execution of
workload at times of high carbon intensity and resuming at
lower intensity, Lechowicz et al. [47] study online optimal
algorithms for temporal workload shifting based on online

pause and resume problem (OPR), representing the switching
cost as the cost of state saving (e.g., checkpoint-and-restore
overheads) for the workload if there is a change in workload
execution state in consecutive time slots. The objective is to
minimize the total carbon emissions due to the computation
and workload pausing-and-resuming while meeting the dead-
line of the a workload. The paper designs a heuristic based
on two thresholds and for a single workload. The case study
reveals the decrease in carbon emissions compared to carbon-
agnostic and switching-cost-agnostic approaches. Similarly,
Wiesner et al. [41]] studyﬂ the gains in carbon emissions due to
temporal workload shifting in four countries, namely Germany,
Great Britain, France, and California. Authors first identify the
potential of temporal shifting at time ¢ for a forecast time win-
dow of W in the future as follows: p(t, W) = Li—minyycw I]
where I, is the carbon intensity at time t. Time window
depends on the delay tolerance of the candidate workload.
The key observation from the case study of four countries
is that p(¢, W) achieves typically highest values in morning
hours for countries with high solar power while evening hours
are more promising for countries that limit their fossil fuel
production at night due to lower demand. As expected, there
is only a marginal gain in temporal shifting in France as
the carbon intensity does not change over time due to stable
power generation in nuclear power plants. Authors of [41]
propose to resume a workload when the carbon intensity
is higher than a threshold value and resume the workload
execution when it drops below the threshold. Authors con-
sider both interruptable and non-interruptable workloads and
for the former execution can be assigned to multiple non-
contiguous time slots. Despite a threshold-based simplistic
logic, authors report carbon emission savings up to 10%
which can further be improved with more efficient algorithms.
Another study on temporal shifting is [[7], which formulates a
carbon-emission minimization problem subject to constraints
representing workload SLAs and maximum utilization of
servers to ensure a reserved capacity for critical tasks. In
contrast to the above-mentioned studies, Pionetek et al. [[7]]
implement their temporal shifting solution as a Kubernetes’
scheduler extension and show its sustainability benefits against
the default Kubernetes scheduler.

Studies on spatial shifting include [48]], [51]], [52]. Differing
from majority of the literature, [48] account for the com-
munication cost in a wide area network (WAN) for spatial
shifting as it might be significant for high data size workloads
such as LLM training [53[]. Authors utilize the concept of
Carbon Intensity of Data Transfer (CIDT) proposed in [S3]]
representing total carbon emission per unit of data transferred
on a path. In their model, the carbon cost of spatial shifting
consists of network transfer costs and endpoint transfer costs.
The former includes power consumption at all network devices
enabling the data transfer whereas endpoint transfer costs
include sending and receiving servers at source and destination
region. Power consumption is assumed to be proportional
to resource usage, i.e., CPU utilization for compute and

5The authors [41] share their code and the data on a public repository:
Github: https://github.com/dos-group/lets-wait-awhile



bandwidth utilization for communications. Authors provide a
thorough analysis on temporal and spatial shifting and the su-
perior performance of their proposal across different scenarios,
e.g., workload durations and data sizes, data center locations,
CIDT values. Another study considering network data transfer
cost is [51]], which used the same carbon emission model for
end-to-end data transfers, i.e., the sum of the carbon cost at
each hop on the path and at the end systems. Consequently,
this study designs schemes to determine the end-to-end path
for file transfer and time of the transfer to decrease the
total emission associated with the transfer. Considering the
scalability, ease of management, and cost benefits of serverless
computing compared to Virtual Machine and container-based
computing [54], some studies specifically analyze the potential
of spatial shifting for serverless frameworks. Chadha et al.
[52] present the design of Greencourierﬂ which is a scheduler
framework supporting Knative as the serverless platform.
Authors analyze the scheduler’s time overhead for calculating
the best compute nodes, service response time, and associated
carbon emissions of Greencourier in comparison to several
baselines.

Load shifting considering water stress: Despite water foot-
print being considered as a sustainability indicator for data
centers, WUE is mostly overlooked in spatial workload shift-
ing proposals except a few recent works [55[], [56]. Li et
al. [56] introduce equity-aware geographical load balanc-
ing (eGLB) which aims at fairly distributing Al inference
across regions by considering both the carbon and water foot-
prints of Al inference in each region. Next to the theoretical
analysis of eGLB, the paper’s trace-based study for a data
center network distributed in 10 regions shows how eGLB
can significantly reduce the carbon and water footprints in
the most disadvantaged regions. Similarly, Schiller et al. [55]]
design a spatial shifting algorithm based on their proposal
capturing spatial and temporal drought riskEl to ensure that
environmental cost is kept lower in the most environmentally
risky regions (e.g., with higher drought risk). The analysis on
a network of 10 data centers with real-world data reveals that
spatial shifting considering water scarcity results in different
shifting decisions. Simply minimizing water consumption can
prevent further stress on regions with reoccurring drought
risks.

Al-specific schedulers: Growing adoption of Al-based ser-
vices calls for a closer look to Al workloads. In addition to
above-discussed studies considering Al-workloads [55], [57],
CAFE [58] and GREEN [359] are designed particularly for
Al workloads. CAFE [58]], Carbon-Aware Federated Learning,
selects the federated learning participants for training not only
according to their data distributions and data quality but also
considers the carbon intensity at each data center location.
Moreover, CAFE limits its operation to a certain carbon
footprint budget. GREEN [59] applies temporal shifting to
ML workloads utilizing runtime metrics to compute energy

5Greencourier’s code can be found at:
carbon-sched.

’ Authors of [[55] share their tool IntensityLib to calculate the proposed water
intensity metric for the electricity grid in Europe in the following repository:

1https://github.com/jonasschiller/IntensityLib.

https://github.com/kkyfury/

efficiency and carbon emissions associated with each workload
so that it determines how to scale the ML workloads (e.g.,
number of GPUs) while guaranteeing that job completion
times do not change drastically and resources allocated to
each job remains unchanged in a time period. The power
consumption of a job is calculated as the sum of the power
consumption of GPU, CPU, and other devices, e.g., DRAM
and motherboard. GREEN keeps the model parameters intact,
i.e., no change in model hyperparameters.

Uncertainty-aware scheduling: Majority of the prior works
assume a perfect knowledge of the system from workload
characteristics to carbon intensity of the grid. However, such
knowledge is hardly available and reality might differ from
the predictions. Uncertainties might rise due to workloads,
infrastructure (e.g., failures or edge-cloud-continuum spanning
various administrative domains), and external systems (e.g.,
carbon intensity, weather data). Some studies incorporate some
of these uncertainties into the design of the schedulers and
mostly consider the worst case scenarios (e.g., the maximum
load) to mitigate the risk of violating SLAs, which has a
monetary cost on the data center operators. For example, most
of the studies utilize the estimated (e.g., relying on widely-
used carbon intensity prediction method CarbonCast [31f] or
newer approaches like EnsembleClI [60] or using real-world
carbon traces from Electricity Maps [30]]) or historical average
of carbon intensity values to guide the scheduling decisions.
However, when actual carbon intensity significantly deviates
from the forecasted value at a time, the scheduling decision
that favor a location with low carbon intensity but with a high
uncertainty might lead to much higher carbon emissions than
estimated. To mitigate this problem, [61]] proposes to quantify
uncertainty and incorporate the level of uncertainty in carbon
intensity into temporal and spatial shifting decisions. The case
study using Google Production Power Trace Data shows that
an uncertainty-aware scheduler can prevent a 5% and 14%
increase in carbon emissions for temporal and spatial load
shifting, respectively. The study highlights the importance of
accurate predictions of carbon intensity and accounting for
prediction errors/confidence in scheduling decisions.

Next to research studies on carbon-aware scheduling,
carbon-aware operation has also been adopted by some cloud
operators such as Google. Radovanovic et al. [4]] introduce
Google’s Virtual Capacity Curves (VCC) as a way to limit
the load of a cluster during high carbon intensity periods
and let the flexible workloads execute other times with lower
carbon intensity. To ensure that the reserved resources for
a workload are made available in a 24-hour period, the
VCC calculation for the next day accounts for also potential
forecasting errors and introduces a risk-aware approach. The
VCC concept enables any scheduler to become carbon-aware
by guiding the scheduler’s admission policy with maximum
load that is allowed at each hour of the day for each compute
node. Despite its merits, such as low-complexity and risk-
awareness, VCC leverages only temporal shifting and misses
the opportunity of further emission decrease that can be
unlocked by spatial shifting.


 https://github.com/kkyfury/carbon-sched.
 https://github.com/kkyfury/carbon-sched.
1https://github.com/jonasschiller/IntensityLib

VIII. OPEN RESEARCH DIRECTIONS

As demand for digital services continues to grow, adopting
sustainability-aware strategies becomes more crucial in reduc-
ing the environmental impact of DCs while maintaining high
computational performance. Despite growing body of work
and technical advancements, several challenges persist in DC
workload shifting. This section highlights key areas requiring
further research related to workload scheduling.

o New sustainability metrics: While sustainability indica-
tors are gaining attention and raising a debate on the
limitations of current widely-used indicators such as PUE,
there is still a lack of metrics that can capture environ-
mental footprint, monetary and performance aspects of
computing systems. Designing such expressive metrics
facilitate design of Optimizers that can ensure the
optimality according to those metrics and benchmarking
available options fairly.

o Distributed scheduling: While centralized control via
programmable networks is possible, for a scalable and
highly-responsive computing system, scheduling deci-
sions should be done at each computing node that receives
the request, e.g., typically the data center in the nearest
proximity. As local decisions made by each Optimizer
with information available locally (e.g., request pattern of
workloads only in the associated data center) may lead
to unexpected performance degradations, e.g., a spatially-
shifted workload not having enough resources in the tar-
get compute node. To mitigate such performance issues,
distributed scheduling schemes that guarantee SLAs yet
exhibiting low overhead are needed.

o Orchestration in multi-clouds: While current solutions
consider an infrastructure operated by a single party, a
resilient and sustainable computing system of the future
calls for leveraging available infrastructure across the
edge-cloud continuum located in multiple administra-
tive domains. To ensure service guarantees, scheduling
schemes need to collect information from other adminis-
trative domains in (near-)real time to inform Optimizer
with sufficient state information. To realize such informa-
tion exchange, new interfaces and data exchange formats
need to be developed.

o Uncertainty-aware scheduling: While some of the liter-
ature accounted for uncertainties by considering worst-
case scenarios, this way of tackling the uncertainties (e.g.,
arising due to unknown/unpredictable request pattern or
resource demand, grid dynamics such as instantaneous
carbon intensity) might lead to less-favorable operation
modes in terms of sustainability due to over-provisioning.
Schedulers that can operate under uncertainties without
introducing high level of over-provisioning and redun-
dancy are necessary for lower environmental impact.

to voltage fluctuations in the gricﬂ might lead to risks in
grid stability. Workload schedulers should be designed
to mitigate such risks for the grid by considering the
grid conditions and exchanging the scheduling related
information with the grid via standardized interfaces.
Moreover, data centers can be instrumental to ensuring
grid stability and efficient operation by participating in
demand response [62]. Scheduling schemes considering
demand response are to be developed.

Scheduling in the realm of Al and hardware accelerators:
Rapid adoption of Al and associated inference accelera-
tors introduce new challenges. Al workloads, depending
on their type, namely training, finetuning and inference,
require different resources and performance guarantees.
For example, training workloads typically require a large
number of GPU units typically for extended time period,
e.g., weeks or months while inference workloads demand
a very short response time and only a fraction of an
accelerator [45]. Power consumption models realistically
capturing the power expenditure of these accelerators on
each Al workload category should be developed based on
experiments conducted on various hardware accelerators.
Moreover, while recent studies advocate for serverless
Aﬂ Optimizer needs to determine the most suitable
accelerator types, inference engines (such as Ollama vs.
vLLM [63]]), and associated parameters such as batch
size. While such workloads are amenable to execution
on multiple processors (on the same compute node or on
multiple nodes) due to parallelism and can be exploited
for sustainable computing, states and dependencies within
the Al workload must be well-understood and considered
in scheduling. As discussed in [45], specialized hardware
brings new opportunities for sustainable operation of
computing infrastructures, but the emerging key chal-
lenges across software, system design, and operations
must be studied to harness the potential of special-
ized hardware. A data center equipped with specialized
hardware and general purpose processors has to adopt
optimization algorithm in multiple levels as performance,
efficiency, and power consumption dynamics of hardware
might differ significantly, e.g., in orders of magnitude.

Observability and transparency: For a scheduler to proac-
tively determine the best strategy, it is essential to have
observation mechanisms, e.g., via telemetry and moni-
toring tools, and transparency when multiple adminis-
trative domains are involved as in multi-clouds. With
new hardware accelerators and cooling systems emerging,
developing a good understanding of these technologies
is essential. Both observation tools and models from
experiments on the power consumption, performance, and
relation among various factors (e.g., impact of utilization
of a compute node on cooling need) facilitate developing

o Grid-friendly scheduling: Data centers can be significant
consumers of electricity in regions, e.g., Frankfurt or
London, where large computing facilities are hosted. A
sudden change in data center power consumption, e.g.,
due to switching to on-site power generators as a response

8Big Tech’s data center boom poses new risk to US grid operators
By Tim McLaughlin March 20, 2025, https://www.reuters.com/technology/
big-techs-data-center-boom-poses-new-risk-us- grid-operators-2025-03-19/

YAl Goes Serverless: Are Systems Ready? February 18, 2025 by Yao Fu,
Luo Mai and Dmitrii Ustiugov, Available at: https://www.sigops.org/2025/
al-goes-serverless-are-systems-ready/,
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schedulers that can account for state-of-the-art hardware
and cooling systems. While current industry-adopted
tools provide a rich set of statistics, observability for
finer granularity decisions and accounting for each task
is needed. Moreover, for software developers or service
providers that generate the workloads to decide on the
most sustainable computing time and locations, attribu-
tion models for carbon emissions and other environmental
impact are necessary. Such models should be developed
and be transparent to the service providers and software
developers.

IX. CONCLUSION

Temporal and spatial workload shifting are effective ap-
proaches for improving DC sustainability. This paper pre-
sented an overview of sustainability metrics that are widely-
used or proposed in the recent literature to evaluate the
environmental impact of data centers during their operation.
Moreover, we reviewed the recent proposals for temporal and
spatial workload shifting that aim at increasing environmental
sustainability of data centers. Finally, we provided a list of
open research questions that need to be addressed for ensuring
higher sustainability of DCs.
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